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Overview

This design document describes the API and method of integration with the different social networks.
Social Network Integration

Twitter Interface
Overview
The main purpose of Twitter is to broadcast very short messages relevant to a specific topic including a link to an event, image, video, audio file, a web site or a document

The API for Twitter platform is readily available.

Messages are accessed through a REST HTTP-based API.  Message and user profiles are retrieved using a GET request while the creation and update of message is done through a POST request.
User Scenario

Audio delivery of tweets with link to document
Any visualization or textual representation of a document is more efficient than audio to describe ideas and concepts. For instance, the user can browse through a document or jump between paragraphs. Such a behavior is not possible with an audio file.
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It is expected at a minimum that the solution extract either a summary or a table of content for a large audio file (>2 minutes).
Audio delivery of tweets with audio attachment
A video or audio file has to be converted to text in order to extract a table of content and break a large audio into several audio sections. The user can then select which section of the audio or video file he/she wants to listen to.
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The objective is to leverage Twitter has a notification mechanism to alert user of relevant information delivered in audio and video format. The Speech to text translation allows us to search content per keywords and filter the content according to policies defined by the user.

The sequence for this user scenario is

1. Twitter user defines a set of policies to filter information (text, audio, video) across multiple sources

2. ScriboVox scans messages using a filtering policy for documents or media files of interest

3. ScriboVox converts the media content (video or audio) into a document for further processing
4. The document is parsed and relevant content is extracted  

5. A summary (or tweet), a title and few keywords are automatically generated
6. The content may be aggregated in text format if necessary to define priority according to user’s policies
7. A web document is created with the text and audio version 
8. The web document is archived and available through AVGiri web-based repository

9. The summary is automatically sent as a tweet with a link to the web document

10. Twitter notifies all followers

11. The followers access the content as both text file and audio file through the web or the phone.
The functional diagram below describes those steps.
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Notes:

· For this design, I assume that Twitter would be the only notification mechanism. However Twitter can be replaced by any other notification process as long as it supports REST protocol
· This design can be extended to incorporate the generation of scheduled digests and crawling specific source of information on the behalf of Twitter account.
Authentication

Twitter relies on an authentication protocol that allows users to approve and certify some applications to act on their behalf. This mechanism avoids requiring the end user to share his password. The protocol relies on a token passed between the client application and Twitter. The access token will be invalid as soon as the user rejects your application from their settings.  
Implementation Notes
The client prototype is created in Java.  The main classes are:
	Classes
	Description

	AVGiriTwitterMessage
	Twitter item that manage update of tweets. Its attributes are the sender, the date of creation and the type (public-broadcast) or private

	AVGiriTwitterItem
	Base abstract class for all Twitter components {Message, User and Status}

	AVGiriTwitterUser
	Twitter item that define the user profile (description,  name, picture, url, status, login name…)

	AVGiriTwitterStatus
	Status of the user and message 

	JSONElement
	Basic key-value pair for a JSON entry

	AVGiriTwitterException
	Exception resulting of failure of parsing JSON stream or improper initialization

	AVGiriEncoder
	Generic class to encode username, password and URI parameters

	AVGiriDataConnectivity
	Encapsulates the connection and URL forming function  for Twitter platform

	
	

	
	

	
	




Registration
Before accessing the Twitter platform, the client application has to be registered with Twitter to get access permission through a token.
Facebook Interface
Overview API
The API for the Facebook platform is publicly available.

The API relies on the traditional REST-like interface that update and queries profile, message and other user information through a HTTP GET for query and HTTP POST for update.
The current version of the API is 2.1.1 with 3.0 to be out soon

Client Implementation

The client application can be developed in Java
LinkedIn
Overview API
The API for the LinkedIn platform is available under private contract.

LinkedIn allows developers to build applications that run on LinkedIn user’s home and profile pages. Applications currently available can be seen and installed from the Application Directory. LinkedIn applications are developed using the OpenSocial development model.
However as of April 2009, the LinkedIn application platform and API was not publicly available for all developers

Registration
 The registration requires two steps:

· Prior development:  A request has to be made to LinkedIn to start development against the LinkedIn platform API at http://www.linkedin.com/static?key=developers_opensocial Upon approval, LinkedIn supplies the software development kit
· Once the client application is built, the application has to be registered and authenticated to able to access profiles and messages.

Core Components

Overview

The main idea is to create a summary of the content (or messages) of social networks such as Facebook or LinkedIn related to a specific interest or topic (or filter).  The system would then create a digest, an audio and a text file summary which aggregate content of those messages.

There are several components to the ScriboVox for Social Networks (although not all of those components have to be built for the first version
· Authentication to generate the credentials necessary to access the content of a social network
· Crawler/search engine to monitor the user’s messages and status occurring on a social network and search for dependencies
· A policy manager to allow the user to specify the policy for getting notified by new content added to a specific social network. Those policies are stored in a database
· Semantics graph engine (RDF parser and generator)  to extract semantics from a text file and generate summary
· Content manager which indexes and aggregates the different source of information (Audio, Text and Video)
· Monitoring service to monitor the performance of Scribovox platform
· Delivery management which optimize the delivery according to bandwidth and preference

The common components will define the platform or core infrastructure, reflecting the main value proposition and the components specific to each use case will become vertical solution. Only the core infrastructure needs to be protected for intellectual property (patents)

Authentication

The different social network platforms have similar registration mechanism.
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Architecture Overview

As far deployment, it is expected that the text to speech and speech recognition software would execute on a Windows platform, separately from the content (text and audio) management system. In order to provide portability and scalability, the speech processor will be access through a remote TCP/socket interface.

[image: image6.png]=
!

Voice Processor
CH#C++NET

ScriboVox cluster
FlextJS/ava

HTTP| WAPWSDL




Indexing 

For quality purpose, Scribovox will serve the original audio recording as much as possible. Consequently is it critical to create an association between the original recording and the textual version of the audio or video file.  The design should not assume the type of the original message or file (Audio, Video or text)
Furthermore, the text is used to generate the summary (tweets for Twitter), timestamp, the source of the message (Social Network) and message owner.
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Summarization
Extracting the semantics information from a document requires the development of a complex document processing algorithm.   A full and accurate summarization (or generation of tweets) requires the generation and manipulation of a RDF graph.

A less sophisticated but less reliable solution would be to retrieve keywords, frequency and related sentences from the document and possibly compare it with existing semantics or preference from a particular user.


Overall Architecture
Once the original audio file is converted into text, the document needs to be parsed and analyzed to generate a meaningful summary. There are 2 distinct approaches
· Sentences-based classification: The goal is to parse the document into paragraphs or zones, then into sentences.  Each sentence has a set of features (or parameters) that are used to select the most appropriate or the most representative of the document

· Semantic Graph-based classification:  The objective is to generate a RDF graph of the document and break down the document into sub-graphs of triples (Subject, Object and Predicate).  The sub-graph are classified according to a set of features then the best 2 or 3 sub-graphs are re-assembled into a summary. 
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Fig. Illustration of the computation of a tweet from a video or audio file using a simple information retrieval algorithm and a standard semantics computation

It is unclear at this moment, which mechanism can be defined to guarantee that the summary does not exceed a predefined number of characters such as Twitter 140 characters limit.
Constraints

The selection of the method can be driven by the constraints on the system

· Time required analyzing 1,000 and 10,000 word documents

· Parallelization of the algorithm (map-reduce)

· Tweets limited to 140 characters. The sentences-based classification may generate the best fit sentence with more than 140 characters.
Option 1: Simple Sentences-based Selection
Overview

A simpler solution consist of retrieving keywords and associated words, applies statistics analysis and retrieve the most probable sentence(s). The sentence with the highest ranking would be selected as the summary or tweets. The summary could be defined as a list of tuples {Noun, Adjective, Verbs). This intermediate solution does not generate a coherent summary but provide more information then a list of keywords.
The algorithm to retrieve and rank sentence elements has to be selected carefully, with possible supervised training to provide a reasonable accuracy.

Once converted into a text file, a media item is broken down into zones (paragraphs) , sentences and most frequent words.
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Each sentence is evaluated according to its position within the zone and its text file as well as the relative value of the most frequent words.

Features Set

The factors set to be used in the statistical analysis include the following parameters

· Position of the keywords in a paragraph (higher weight for the keywords found in the first and last sentence of each paragraph

· Position of the paragraph in the text (first paragraph and last paragraph are more critical)

· Keywords used in the title
· Keywords with low frequency in other document from class and high frequency with this particular document

· Keywords associated with the same source.
· Sentence cohesiveness

· Sentence length

Luhn Classifier
The method consists of filtering terms in the document using a list of Stop words, normalize terms by stemming (i.e. differentiate, different, differently, difference -> different), calculate frequencies of normalized terms and finally remove non-frequent terms.
The sentences are weighted using the resulting set of ”significant” terms and a term density measure:

· each sentence is divided into segments bracketed by significant terms not more than 4 non-significant terms apart

· each segment is scored by taking the square of the number of bracketed significant terms divided by the total number of bracketed terms

If Ns is the number of significant words in a sentence

If Nns is the number of non-stop words in a sentence then




Luhn factor = Ns.Ns/Nns

This methods does not require training

Edmundson Classifier
This method extends earlier work to look at three features in addition to word frequencies such as cue phrases (e.g. ”significant”, ”impossible”,”hardly”),  title and heading words and relative position of the sentence in the paragraph and document.
· Location. Weight assigned to a text unit based on whether it occurs in lead, medial, or final position in a paragraph or the entire document, or whether it occurs in prominent sections such as the document’s intro or conclusion

· Cue. Weight assigned to a text unit in case lexical or phrasal intext summary cues occur: positive weights for bonus words.
· Key. Weight assigned to a text unit due to the presence of statistically significant terms (e.g., tf or tf.idf terms) in that unit

· Title. Weight assigned to a text unit for terms in it that are also present in the title, headline, initial paragraph (or the user’s profile or query) methods to weight sentences based on each of the four features
The formula is defined as 
Edmundson factor = a.Location + b.cue + c.key +d.title

The relative location of the sentence in the paragraph and the paragraph in the document follows an asymmetric U shape.
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Option 2: Semantic Graph-based Selection

Overview

The text is parses using an RDF engine to extract the tuple {Subject, Verb, Object}. The tuple nodes are then organized into a graph. The graph description is processed through a machine learning algorithm (Support Vector Machine or Bayesian Network) to extract a smaller more relevant sub-graph. The sub-graph is then converted to text to generate a summary or email subject.
Features set

Inference
There are multiple algorithmic approaches to select the most relevant SOPs or sentence 

· Statistical analysis (regression, analysis of variance, multi-variate analysis)

· Unsupervised learning (K-mean clustering

· Supervised learning (Naïve Bayes or Support Machine Vector)

Text Retrieval & Indexing Library

We use the Lucene java library to extract then index text components. The Lucene process to extract and manage information relies on 4 key functions
· Text Analysis using a variety of analyzers and tokenizers algorithms that can be customized
· Indexer for RAM and File System –based directories

· Query support against the indexing components
· Search engine

Lucene is a full-text search library which makes it easy to add search functionality to an application or website.  It does so by adding content to a full-text index. It then searches this index and returns results ranked by either the relevance to the query or by an arbitrary field such as a document's last modified date. 

Analyzing and Indexing

Lucene is able to achieve fast search responses because, instead of searching the text directly, it searches an index instead. This would be the equivalent of retrieving pages in a book related to a keyword by searching the index at the back of a book, as opposed to searching the words in each page of the book.

This type of index is called an inverted index, because it inverts a page-centric data structure (page->words) to a keyword-centric data structure (word->pages).

Documents & Fields

In Lucene, a Document is the unit of search and index. An index consists of one or more Documents, Indexing involves adding Documents to an IndexWriter, and searching involves retrieving Documents from an index via an IndexSearcher.  A Lucene Document doesn't necessarily have to be a document in the common English usage of the word. For example, if you're creating a Lucene index of a database table of users, then each user would be represented in the index as a Lucene Document. 

A Document consists of one or more Fields. A Field is simply a name-value pair. For example, a Field commonly found in applications is title. In the case of a title Field, the field name is title and the value is the title of that content item.  Indexing in Lucene thus involves creating Documents comprising of one or more Fields, and adding these Documents to an IndexWriter. 

Searching

Searching requires an index to have already been built. It involves creating a Query (usually via a QueryParser) and handing this Query to an IndexSearcher, which returns a list of Hits. 

Queries

Lucene has its own mini-language for performing searches. You can read more about the syntax here:  The Lucene query language allows the user to specify which field(s) to search on, which fields to give more weight to (boosting), the ability to perform boolean queries (AND, OR, NOT) and other functionality. 

Scribovox uses primarily the analysis, indexing and query functions.
Voice Processor Integration

Overview Libraries & Tools

The different tools available on the market are

· Nuance Dragon API

· Tellme VoiceXML interface

· SAPI 5.3  bundled with .NET v 3.0

· Sphinx 4.1 Java library

IBM provides a Voice Tool Processor plug-in for Eclipse 3.2 or later version, downloadable from Eclipse web site.

Integration Design

For the prototype the Voice processor should reside on a separate machine. Text and audio streams could be exchanged between the document manager and the Voice processor using TCP/IP sockets.  The deployment of the voice processor or library on a dedicated and optimum host provides flexibility regarding programming language and performance. This design allows us to use a hardware or appliance solution, if necessary.

SAPI 5.3

This is the current version of the C++ & C# interfaces to .NET 3.0 libraries for voice recognition and text-to-speech functionality. The API is defined as COM interface.
Digest Generation

A digest consists of collecting a list of social network messages and related links and generate a summary and a mash-up to be broadcasted through email or tweets.  
The digest can be generated from text and audio file into a message and content defined as either an attachment or a link.  In case of an attachment the file contains a file that aggregates the link to the different messages. Alternatively, a link can be provided to provide the recipient with access to a personal (or archiving) web site with a page containing a combination of message, audio and video files.
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The message generated using semantics graph introduces the message that introduces content of the link or attachment. To this extent, the digest generation module is built over the semantics graph engine.

[image: image13.png]Social Network

ScriboVox

Filter & collect

Cravier
messages &

o P regaing updaies
the project. P
i

L] speechtotent

Delivery.

Managerment

Personal Web Site
RS ER Al
Update
persanal
web page

Email





Deployment Technologies
Map-Reduce
The execution of the computation workflow relies on a map reduce paradigm to breakdown tasks. Map-Reduce is a framework for computing certain kinds of distributable problems using a large number of servers.

Map Task: The master node breaks the input file into smaller sub-problems, and distributes those to worker or slave nodes. The worker node executes the subtask, and passes the answer back to its master node.

map (k,v) -> list (k1,v1)

Reduce Task: The master processes the answers from all the slaves and combines them into an output file.


reduce (k1, list (v1)) -> t; list(v1)

The advantage of Map-Reduce is that it allows for distributed processing of the map and reduction operations. Each mapping operation and reduce operation is independent of the other. The reduction phase however has to wait that all the output of the map operations which share the same key has completed. Map-Reduce can be applied to significantly larger datasets than that which “commodity” servers can handle. The parallelism also offers some possibility of recovering from partial failure of servers or applications.
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Hadoop
The original map-reduce framework was built in C++ with interface in Java and Python. Yahoo is the leader in developing and maintaining Hadoop. The file system known as HDFS is built from a cluster of data nodes, each of which serves up blocks of data (64 Mbytes) over the network. Those nodes serve the data over HTTP, allowing access to all content from a web browser or other client. The data nodes communicate to re-balance data, move and replicate copies whenever needed.
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The map/reduce engine is built on top of HDFS. It consists of the Job Tracker, to which client applications submit jobs. The Job Tracker pushes jobs out to available Task Tracker nodes in the cluster. The objective is to keep the execution as close to the data as possible. If the work cannot be hosted on the actual node where the data live, the Job Tracker fails, the entire job is lost and must be resubmitted.

EC2 Amazon Cloud

The Amazon Elastic Compute Cloud provides with the engineering team with the perfect environment to build software components which behavior and resources requirements cannot be predicted.EC2 uses Xen virtualization to create a virtual data center with the several types of servers. Each virtual machine, called an instance, is a virtual private server and can be one of three sizes; small, large or extra large. Instances are sized based on EC2 Compute Units which is the equivalent CPU capacity of physical hardware. [image: image16.png]Launch Queue Monitor Queue ‘Shutdown Queue
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An EC2 Compute Unit equals 1.0-1.2 GHz 2007 Opteron or 2007 Xeon processor.
Amazon provides persistent storage in the form of Elastic Block Storage (EBS). Volumes of the sizes of 1GB to 1TB can be created and managed. These instances of EBS can be attached to one server at a time to maintain data storage by the servers.
The main components of the EC-2 cloud are

· Request queues handle requests for launching jobs, monitoring an execution or shutting down an existing job.

· Controllers manage and monitor the execution of those requests for jobs.-

· Simple DB is a database that collects statistics on execution of the controllers and jobs for reporting purpose- Instances are virtual machines that execute jobs

· HDFS is the default local distributed block-based storage (with 64Mbyte blocks)
Effort Estimation

This estimation is provided using engineer.weeks as unit, assuming that an engineer is dedicated to this project, full time or at least 40 hours a week.
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Development Environment

Coding
Naming Convention

	Interface
	IName    i.e ITextAnalyzer

	Abstract class
	AName    i.e.  ATextAnalyzer

	Concrete class
	CName    i.e CTwitterClient

	Test class
	TName  i.e TAnalysisTest

	Class constant
	UPPER_CASE      i.e.   AVGIRI_STOPWORDS

	Variables
	_name    i.e. _customStopWords

	Setter method
	setName   for _name variable    i.e.  setZones

	Getter method
	getName for _name variables  i.e.  getMaxNumFrequentWords)

	
	

	
	


Packages Structures
	com.AVGiri
	Key management classes

	   com.AVGiri.Analysis
	Analysis classes

	        com.AVGiri.Analysis.TextAnalyzer
	Information retrieval related classes

	        com.AVGiri.Analysis.Classifier
	Classifier classes

	   com.AVGiri.Semantics
	Semantics and RDF graphs related classes

	   com.AVGiri.Twitter
	Classes to manage interaction with Twitter

	  com.AVGiri.test
	Unit testing drivers classes


Best Practices

· Implement toString() to all concrete classes to display the content of each object
· Use  For Each statement to traverse collections (i.e. for( type cursor : collection))
· Write the first prototype as non thread safe. Need for concurrency and synchronization will be added at a later stage

Libraries

	Library
	Description
	Version

	JRE 
	Java Virtual Machine & packages
	1.60

	Lucene
	Analyzer, indexing and querying library
	2.4.1

	Jena
	RDF graph library
	2.6

	Mahout
	Apache library for classifier
	0.1

	jUnit
	Java Unit test framework
	4.4

	JSon
	Javascript Object Notation library
	1.2

	Hadoop
	Apache Map-Reduce library
	0.20

	Sphinx
	CMU Java Speech to text library
	4.1


Testing

All unit test cases classes should be inherited from jUNIT TestCase
Appendices

Comparison Text to speech Library

	Library
	Licensing
	Comments

	Nuance 

AudioMining SDK
	Commercial License
 $10K flat fee
	High quality data mining from speech

	Microsoft

Tellme
	
	VoiceXML service

	CMU

Sphinx
	Open source library
	Ideal for demo and testing. Source code is also available

	
	
	

	
	
	


Comparison Lucene Analyzers

Lucene Apache open source Java library is used to parse, analyzer, index and query text files.
StandardAnalyzer
test mediaitem class constructs empty hashmap specified initial capacity load factor. returns shallow copy hashmap instance keys values themselves cloned returns value which specified key mapped null map contains mapping key constructs new hashmap same mappings specified map constructs new hashmap same mappings specified map /n
SimpleAnalyzer
this is a test for mediaitem class constructs an empty hashmap with the specified initial capacity and load factor returns a shallow copy of this hashmap instance the keys and values themselves are not cloned returns the value to which the specified key is mapped or null if this map contains no mapping for the key constructs a new hashmap with the same mappings as the specified map constructs a new hashmap with the same mappings as the specified map /n
StopAnalyzer
test mediaitem class constructs empty hashmap specified initial capacity load factor returns shallow copy hashmap instance keys values themselves cloned returns value which specified key mapped null map contains mapping key constructs new hashmap same mappings specified map constructs new hashmap same mappings specified map /n
KeywordAnalyzer
This is a test for MediaItem class
Constructs an empty HashMap with the specified initial capacity and load factor. Returns a shallow copy of this HashMap instance: the keys and values themselves are not cloned.
Returns the value to which the specified key is mapped, or null if this map contains no mapping for the key.   Constructs a new HashMap with the same mappings as the specified Map.
Constructs a new HashMap with the same mappings as the specified Map. /n
WhitespaceAnalyzer
This is a test for MediaItem class Constructs an empty HashMap with the specified initial capacity and load factor. Returns a shallow copy of this HashMap instance: the keys and values themselves are not cloned. Returns the value to which the specified key is mapped, or null if this map contains no mapping for the key. Constructs a new HashMap with the same mappings as the specified Map. Constructs a new HashMap with the same mappings as the specified Map. /n
AVGiriSummaryAnalyzer
this is a test for mediaitem class constructs an empty hashmap with the specified initial capacity and load factor. returns a shallow copy of this hashmap instance the keys and values themselves are not cloned returns the value to which the specified key is mapped or null if this map contains no mapping for the key constructs a new hashmap with the same mappings as the specified map constructs a new hashmap with the same mappings as the specified map /n





















